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Abstract

Capacity is difficult to estimate in sparse, intermittently-connected networks since timely feedback and reliable signalling is usually
unavailable. This paper proposes a resource-aware, holistic framework for estimating and guaranteeing achievable capacity between
pairs of nodes in such networks. The proposed framework builds on elements gathered autonomously by nodes, therefore results
emerge from actual network properties: mobility, routing and resource distribution. Another important element is how data are
quantized into messages at source and then injected in a single burst. Achievable capacity is formulated as a linear programming
problem in periodic scenarios, then the model is extended using probabilistic bounds in random scenarios. The paper also discusses
solutions below mathematical optimality, which are less complex and therefore more suitable for real-life implementation. Extensive
simulations have been performed using real traces as well as synthetic mobility, different store-carry-forward protocols, homogeneous
and heterogeneous resource distribution. Simulations indicate that this framework can be used to avoid resource exhaustion and
network congestion in heterogeneous environments where no information about the system is known in advance. It may contribute to
building admission control schemes and ensuring service guarantees.
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1. Introduction

The well-established mobile communication paradigm relies
today to a great extent on infrastructure-based solutions, such
as the cellular network. However, the surging growth in global
mobile data traffic and the anticipation of a frequency spectrum
crunch [1] is pushing the research community to seek for alter-
natives. The possible usage of unlicensed frequency spectrum, a
smaller radio range potentially leading to lower energy require-
ments, the desire to benefit from node mobility and patterns of
social behaviour and the relative ubiquity of ad-hoc connections
are as many compelling incentives for transmitting data over
opportunistic, intermittently-connected networks [2]. Since an
end-to-end path is typically not available in these networks, com-
munication is made possible only through intermediary nodes
acting as data custodians, delivering messages towards the desti-
nation using store-carry-forward protocols [3].

As mobile nodes usually have only limited resources available,
some nodes may become congested during overload periods and
unusable right away, causing even more disconnections and fur-
ther decreasing network performance. In order to tackle this
problem, some recent works have proposed congestion control
protocols acting either as adaptive forwarding schemes or adap-
tive replication schemes [4, 5]. However, in many opportunistic
scenarios (post-disaster, open urban communications, accident
monitoring) nodes are freely joining and leaving the network
and there is no effective way to ensure that the entire popu-
lation of nodes use only a specific, uniform set of protocols.
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For these cases, admission control based on capacity evaluation
may be used as a practical and powerful tool to support service
guarantees.

In fully connected wireless networks feedback is quick and ca-
pacity can be interactively inquired or even brokered between dif-
ferent flows. The same strategy does not work in intermittently-
connected networks because feedback is particularly long and
snapshot information may lose pertinence before even reaching
consumption points. However, in order to avoid network conges-
tion and node resource exhaustion, achievable capacity needs
to be estimated prior to injecting large amounts of data into the
network.

Due to the proliferation of user-generated content, such as
high resolution photos or videos created by users on their mobile
devices, files to be sent can be large and their injection points will
be usually concentrated in specific locations [6]. Sending large
files over short time spans leads to bursty data transmissions
that can pose scheduling and resource allocation problems [3].
In this paper, we are interested in cases where large data files
are quantized (i.e., input data are divided into blocks called
messages) then injected in one burst from fixed geographical
locations.

This paper tries to answer the following question: how can
end-to-end capacity be predicted in a network lacking end-to-
end connectivity? The achievable capacity between an ordered
pair of nodes is defined as the maximum number of bits that
can be delivered from source to destination over a period not
exceeding the latency target. This value depends on mobility, on
the store-carry-forward protocol used but also on the distribu-
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tion of resources in the system and on how data are quantized
into messages at source. Injecting a larger amount of data than
achievable capacity will drive some nodes into resource exhaus-
tion and possibly lead to partial data delivery. Informally, we
would like to know the maximum amount of data that can be
injected at the source node and delivered integrally to destination
in a given time such that no custodian node will be resource-
exhausted. Additionally, we want to find out if a certain level
of capacity can be guaranteed, also for the cases when mobility
and workload are varying.

Network performance in sparse, intermittently-connected net-
works has been studied extensively either analytically, consider-
ing simplified hypotheses [7, 8, 9, 10] or exploring the optimal
routing metrics [11, 12, 13]. However, few works have focused
specifically on capacity, such as Nicolò and Giaccone [14] who
have proposed an offline framework, therefore covering only
periodic scenarios. Conversely, the current paper attempts to
evaluate capacity combining an online framework and a holis-
tic approach1 to node resources, while also covering scenarios
involving random mobility. In another work [15], Small and
Haas propose an analytical method for calculating throughput
capacity in intermittently-connected networks but its usage is
limited to the epidemic protocol and a single type of resource
(bandwidth) while also considering that resources are homo-
geneously distributed in the network. In our work, end-to-end
capacity is estimated based on actual node mobility, natural
workload and the store-carry-forward protocol already deployed
in the network. Our work also attempts to capture the effect
of the bursty injection of relatively large input messages, since
its effects on node resource exhaustion are usually severe and
particularly difficult to fix in networks lacking timely feedback.

The main contribution of this paper is an evaluation frame-
work for calculating the achievable capacity between two nodes
in a finite-resource, intermittently-connected network. The nov-
elty of this paper lies in the following points: first, the paper
attempts to characterize node resources from a holistic perspec-
tive, which makes their influence on message delivery more
complete and easier to evaluate. Second, because classical net-
work signalling is impractical in networks lacking end-to-end
connectivity, the proposed framework relies upon normal mes-
sages (also called bundles) to collect information about available
resources encountered on their way and to build the delivery
graph at destination. Third, considering different hypotheses on
how messages are quantized, the paper proposes three methods
for computing the end-to-end capacity from the delivery graph
when the mobility pattern is known in advance (or periodic,
e.g. public transportation, deep-space communications). Fourth,
achievable capacity in random scenarios is approached by prob-
abilistic bounds, such that upper and lower bounds are derived
by sampling historical values. Finally, capacity guarantees are
formulated for intermittently-connected networks in random
scenarios given a particular confidence level and a number of
samples.

1Since the proposed strategy is based on a global analysis of information
available about three resource types (energy, buffer space and bandwidth) we
have called our approach holistic.

We would like to note that a preliminary version of this study
appeared in a conference version in [16]. As compared to the
preliminary version, the current paper has been extended in the
following directions:

A) An analytical module has been devised in such a way as to
guarantee that the proposed capacity bounds are not exceeded.
This module is based on a distribution-free confidence interval
for p-quantiles. By applying it, the current paper formulates
service guarantees in intermittently-connected networks.

B) Simulations have been performed not only against synthetic
mobility but also against more realistic, traces-based mobility.
In the current version we use traces available from a public
database, the so-called San Francisco Cabs [17] traces.

C) For the random mobility case this study now discusses both
upper and lower bound on achievable capacity. Lower bound
denotes capacity that can be achieved under lenient conditions,
such as equi-sized messages and original protocol queue man-
agement. Upper bound denotes capacity that can be achieved
only under optimal message quantization and optimal queue
management. Only the lower bound was discussed in [16].

D) In support of our capacity accuracy claims, we need to
compare 2 delay datasets and state whether or not they may
come from the same distribution. In the current paper this is done
analytically, using Kolmogorov-Smirnov tests for two datasets,
while [16] only offered weaker evidence based on the position
of quartiles in support of this claim.

The rest of the paper is organized as follows. Section 2 re-
views published works addressing related topics. Section 3
presents the network model considered in this paper. Section
4 provides a detailed explanation of the evaluation framework.
Results obtained are presented in Section 5, while Section 6
concludes the paper.

2. Related Work

Several works [7, 8, 9, 10] have tried to assess performance
limits in sparse networks by exploring the issue analytically.
However, for reasons of mathematical tractability, their under-
lying model usually assumes a simple and known store-carry-
forward protocol, a known and uniform mobility model, while
they usually ignore several resource limitations, such as energy,
buffer or bandwidth constraints. While these models are the-
oretically interesting, their estimations are difficult to use in
real settings, except for the most simple ones, due to the over-
simplification of the model and the heterogeneity of realistic
settings.

On the other hand, there are works that have relied on sim-
ulation for their calculations [18, 19, 20]. They assume that
protocol parameters can be discovered through simulation and
then applied to real networks. While this approach appears to be
more realistic than the former, the heterogeneity and dynamics
of real-life scenarios usually exceed what can reasonably be
studied by simulation. In practice, one of the sources of hetero-
geneity that is the most difficult to track is resource distribution
over the node population [21].
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The lack of a steady end-to-end path makes the traditional
congestion control policy based on feedback impossible to apply
in intermittently-connected networks. Specific schemes were
proposed for these networks such as [4] which reacts by decreas-
ing the load on the congested regions by offloading the traffic
to uncongested ones or [5] which adaptively limits the replica-
tion a node performs during each encounter. Both schemes take
into account only buffer space, ignoring energy or connection
duration (or bandwidth) constraints. It appears however that
proactive schemes, such as admission control based on capacity
calculation, are more suitable for deployment in networks lack-
ing reliable feedback. This is so first because admission control
is a less intrusive technique that does not strictly require a uni-
form store-carry-forward protocol to be deployed at all nodes;
second, because once oversized data is injected in the network,
the damage can be constrained but not completely eliminated:
while offloading traffic from congested to uncongested regions
is useful, it cannot be done without delay penalty in the general
case.

Resource constraints and their effect on network performance
were also considered in some recent works [11, 12, 13, 22]. The
current work differs from [11, 12, 13] in terms of the objectives
pursued: while they propose an oracle-type, resource-aware rout-
ing algorithm, this paper proposes a distributed, resource-aware
capacity evaluation. Still, while the objectives are different, the
methodology remains similar: it involves reducing the dynamic
properties of the network to a static context and then formu-
lating methods to decrease complexity. This work proposes a
simplified but distributed approach to building delivery graphs,
by collecting information from custodians and aggregating them
at destination. Instead of building a centralized graph, here
nodes reconstruct graphs per flow while also recording mutual
constraints with other flows upon intersection.

Another group of works relates to the mobility model. Ekman
et al. [23] show that nodes will move in a regular and predictable
periodic pattern at various times during the day, following the
mobility pattern of device owners, usually over a standard 24-
hour period. Other works [24, 25] show that many mobility
models present stable spatial distribution over time. The term
means that connectivity between two fixed nodes remains stable
over time while being sustained by different but statistically
equivalent nodes. This property characterizes not only models
derived from real life, such as taxi movements in a city [25],
but also many synthetic models such as random walk or random
waypoint [24].

3. Network model

Our network model assumes a number of devices moving in a
sparse environment. These devices rely on their mobility to send
messages as long as they are in each other’s transmission range.
Because node density is low, we consider that the vast majority
of contacts happen between only two nodes at a time. This
paper aims at studying unicast communication between mobile
nodes in a network where messages are routed by a store-carry-
forward protocol P. P is considered to be resource-unaware,
therefore its decisions do not depend on the buffer space, energy

and bandwidth available to custodians or the size of the mes-
sage transmitted. Capacity may also need to be estimated in a
network without requiring a specific protocol to be uniformly
deployed on all nodes. P can be seen as a mix of heterogeneous
custodian election or message forwarding strategies [26]. Those
strategies may unrestrictedly use forwarding or replication prim-
itives (single or multiple copies of the same message). We do
not need to know in advance what these strategies are, but they
need to be applied consistently over time. We do not require any
prior knowledge about node mobility, radio properties, routing,
scheduling, or the amount and distribution of resources in the
system.

In many practical cases, what users want to do is to transfer
a large file (such as a high resolution photo or video) between
two nodes. Transferring relatively large amounts of data over
relatively short contact times between nodes may require frag-
mentation, as described in [27]. In such a case, because of
message authentication and integrity protection, the source node
has to perform the necessary data quantization before the first
block is transmitted [28]. In this work we consider a burst of
k messages of sizes s1, s2, ..., sk all injected at the source at the
same time. Whether it is the effect of fragmentation or simply
the effect of different input messages being sent, it is quite clear
that the way in which input data is quantized has an impact on
the amount of data that can be delivered to destination within a
certain time, because resource consumption is affected by both
message size (s j; j ∈ [1, ..., k]) and message number (k).

Using P, every message M j is stored, carried and forwarded
from source ns towards the destination nd over potentially mul-
tiple journeys. One of these journeys [ns, n j1, n j2, ..., nd] can
also be rewritten as [ns, vr

j1, v
t
j1, vr

j2, v
t
j2, ..., nd] with custodian

nodes in receiving (vr
i) or transmitting (vt

i) state. Let us denote
J

s,d
P,k the set of actual journeys used by P to deliver the set of

k messages from ns and nd. It is straightforward to represent
J

s,d
P,k as a directed graph with vi being its vertices. The edges of

this graph are represented by effective transmissions between
different nodes and by receive-transmit transitions within one
node. We will refer to this graph as the delivery graph.

4. Capacity Evaluation

This section presents the proposed framework for capacity
evaluation. First, it explains the mechanism of collecting in-
formation from nodes (4.1), then it describes the model for
node resources (4.2) and how this holistically accounts for the
maximum amount of data that could be transferred in one meet-
ing (4.3). Considering initially periodic mobility, capacity is
expressed under a linear programming formulation (4.4), then
solved under different hypotheses for data quantization at the
source (4.5). In the next section (4.6) we relax the assumption of
periodic mobility by proposing a probabilistic approach. Then,
we investigate ways to guarantee that capacity remains bounded
despite random mobility (4.7) while in the last section (4.8) we
describe how the results computed at the destination can be sent
back to the source.
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4.1. Resource Discovery Under Minimal Workload

Periodically sending a number of control messages from
source to destination can serve for discovering resources avail-
able and traffic information along these journeys. The size
of these discovery messages (henceforth denoted d-messages)
should be as small as possible in order to limit network overhead.
We consider the size of d-messages as being sd=1, not including
headers.

Along the way, each custodian adds information to the d-
message header: current available resources and traffic infor-
mation (message size exchanged at meetings where at least
one d-message is sent or received). Once the whole set of d-
messages has been delivered, the destination node holds enough
information to reconstruct the delivery graph. Because mes-
sages are sent using the actual protocol P in real-life network
conditions, the results gathered using this mechanism directly
emerge from the physical properties of the network: available
resources, actual mobility, current routing strategies or underly-
ing radio propagation. Moreover, the mechanism proposed here
does not depend on message payload: if there is enough traffic
from source to destination, we can stop sending d-messages and
let messages from normal load take over the discovery role.

4.2. The Resource Model

In order for a node to remain available for the network, its
resources should remain above the exhaustion level. In this
paper we propose a resource model accounting for three resource
types: energy, buffer space and bandwidth. While buffer space
and energy (limited to the part assigned for communications) are
properties related to one node, bandwidth is a property linking
together two nodes. For the purposes of this model, we define
bandwidth as the amount of data that a node can send or receive
during a given contact. In this paper bandwidth relates to two
parameters: the duration of the contact (variable, function of
mobility) and the data-rate (which in many scenarios can be
assumed as being a network-wide constant).
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Figure 1: Maximal data size transferable over one meeting (S i) can be computed
by the participating nodes, considering that resource consumption varies almost
linearly with the amount of data exchanged. The mechanism remains valid
irrespectively of the size of the incoming and outgoing messages.

.

4.3. Maximal Data Size Transferable in One Meeting

The question we need to ask now is how available resources
holistically influence the maximal data size that can be ex-
changed in one meeting. Because different resource types are
treated differently with respect to the receiving or sending pro-
cess (e.g. buffer space is consumed for incoming but not for
outgoing messages), we need to distinguish between those two
cases. Let vi be a vertex on the delivery graph, namely a node
in receiving or sending state. Let S i be the maximum data size
that can be delivered over vi without resource exhaustion of the
corresponding node.

Fig. 1 basically shows that custodian nodes can estimate the
maximum amount of data that would have been sent and received
in one given meeting. This estimation can be done only after
the connection is broken, since the connection time is part of
this formulation. The result of this estimation, S i (the data size
value that can be transferred over vi) can be simply added to the
headers of the d-message. Consequently, using the mechanism
explained in Section 4.1, the destination node will learn S i

corresponding to each vi on the delivery graph.

4.4. Capacity in Periodic Scenarios

Let us start by imagining a number of experiments where we
first send a burst of k d-messages at source expecting them
to be all delivered before the latency target T . The num-
ber k can be determined from the latency target T such that
the last message arrived should not exceed the latency target:
max(t j) ≤ T, ∀ j ∈ [1, ..., k]. We then start over again by in-
creasing the size of each message sent, while keeping all other
network parameters constant (contact schedule between nodes,
node connectivity, initial resource distribution over the node
population, message load excluding this flow, the same protocol
P). As long as no single node along the given journeys becomes
resource-exhausted, larger messages are delivered again and
again over the same journeys as the d-messages sent initially.
Latency T will remain constant since the same set of journeys is
used every time.

However, instead of conducting experiments to find this limit,
we can compute it based on data gathered by the resource-
discovery mechanism presented earlier. The proposed com-
putation builds on the delivery graph which contains snapshot
information about node resources and traffic over considered

Table 1: Description of variables used
k = number of messages sent in one burst
t j = delivery time of message M j, j ∈ [1, ..., k]
s j = size of message M j, j ∈ [1, ..., k]
T = latency target
vi = node in sending or receiving state (J s,d

P,k vertex)
a ji = binary value indicating whether M j travels

through vi

S i = maximum data size deliverable over vi

Ii = data size exchanged at vi for the flow under con-
sideration (ns to nd)

Ei = data size exchanged at vi for all other flows (nx to
ny, x,s ∨ y,d)
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(a) Example of a delivery graph
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(b) max{1T×s | A×s≤b ∧ s≥0}: Eq. 2 applied to (a)

Figure 2: Example of a delivery graph showing nodes with buffer space limitations (irrelevant sending states omitted)

journeys. Since network parameters are considered to be peri-
odic in this section, projections can be derived from snapshot
information.

Considering a generic P, each custodian node can replicate
messages in line with its strategy or drop them when its buffer
is full. Since this is equivalent to creating/deleting data at cus-
todians, flow network theory cannot be used here, as the flow
conservation property is not satisfied. Instead, our approach is
to use a linear programming formulation that maximizes trans-
ferred size while ensuring that node resources are not exhausted.
For each node, and for each receiving or transmitting state, the
exchanged data size corresponding to all flows cannot exceed
the calculated message limit (variables used are described in
Table 1):

Ii + Ei ≤ S i, ∀ vi ∈ J
s,d
P,k (1)

Without loss of generality, we can consider that the discovery
phase takes place over only one flow at a time2. Therefore,
assuming a periodic scenario, Ei can be considered as invariant
while Ii varies with message size s1...sk. Computing capacity
consists in maximizing the cumulated size of messages sent over
the studied flow, and can be formulated as follows:

maximize
k∑

j=1

s j subject to:

k∑
j=1

a jis j ≤ S i − Ei, ∀ vi ∈ J
s,d
P,k (2)

In Eq. (2) the objective function corresponds to the achievable
(maximal) capacity and the problem constraints are determined
in such a way that resource consumption should remain above
the exhaustion level. Problem constraints are obtained by replac-

ing Ii in Eq. (1) with
k∑

j=1
a jis j where coefficients a ji are values

deduced from the delivery graph. Because message sizes sk are
positive integers, the formulation from Eq. (2) turns into integer
linear programming (ILP) which is known to be NP-hard.

In Fig. 2 (a) we depict an example of a delivery graph showing

2This can be practically reinforced by allocating non-overlapping time-slots
for the discovery phase of each flow.

nodes with buffer space limitations. Sending states are omitted
since buffer space only affects receiving states and all other
resources are considered unrestricted in our example.

4.5. Capacity and Message Quantization

The maximization problem, as formulated in Eq. (2), triggers
several questions:
• What are the consequences for protocol implementation of
mathematical optimality being reached for messages of different
sizes?
• What are the costs and benefits of further constraining mes-
sages to be equi-sized?
• What happens if not all k messages are injected at source but
only a subset thereof?
• How can we decrease computational complexity while leav-
ing aside strict mathematical optimality?

These questions can be answered by looking at how input data
is quantized, i.e. at the number and size of messages injected
at the source node. In what follows we discuss these topics by
proposing three capacity metrics that correspond to different
hypotheses regarding the input message set:

cv Variable-Sized Message Set: network designers may want
to find out the maximum available capacity that can be reached
in the most favorable case. Intuitively, messages should be sized
in such a way as to fill the available journey capacity completely,
which usually implies that messages sent over the same burst are
of different sizes. As can be deduced from Eq. (2), variable-sized
messages usually emerge as a solution for the maximization
problem. However, inserting messages of different sizes requires
adjustments in the protocol stack instructing specific messages to
follow specific journeys. Therefore, while computing this value
is mathematically intractable, maximum achievable capacity is
also problematic to implement from an engineering point of
view. However, cv represents the mathematical limit that the
network can achieve under a given latency target.

ce Equi-Sized Message Set: from a user perspective, how-
ever, it is more useful to compute capacity based on more realis-
tic assumptions and ideally with less computational complexity.
As messages M1 ... Mk are usually fragments of a bigger file, a
common assumption would be sp=sq=s, ∀ p, q ≤ k. No inter-
ference in the protocol stack is required since the messages are
interchangeable. For this case we define capacity ce assuming
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Input: b, A aji k m, k #messages, m J s,d
P,k

Output: so, ..., so

ko

, 0, ..., 0
k ko

(equi-sized ko messages)

// initialize on baseline capacity (ce)
so se, ko k
for kx k 1 to 1 do

// choose the most transmitted message
y j max

i 1..m

aji

// is Mj sent in last position, at each encounter?
if not then

mark Mj not eligible, continue
// delete column y from A
A aji kx m

// get the message size that passes through all m

sx min
i 1..m

bi

j 1..k

aji

// if capacity better, record it as the new baseline
if sx kx so ko then

so sx, ko kx

// found co ko so such that co ce

return ko, so

Figure 3: Algorithm for computing co

that only equi-sized messages are transmitted in one burst. By
requiring a fixed message size in Eq. (2) and applying problem
constraints we obtain:

ce = k × se = k × min
vi∈J

s,d
P,k

S i − Ei

k∑
j=1

a ji

(3)

While ce is not the global optimum, it represents an acceptable
solution for most practical cases. In return, computational com-
plexity remains low, growing only linearly with the number of
nodes in the flow.

co Optimized Equi-Sized Message Subset: in some cases a
higher capacity (co>ce) can be achieved by sending only a sub-
set of messages ko<k all equi-sized at so. Since only equi-sized
messages are sent over the flow (0-sized messages obviously not
being sent if they are the last to be exchanged at each encounter),
there is still no need to interfere with the store-carry-forward
protocol stack in order to associate messages with specific jour-
neys. We can find this set using the algorithm sketched out in
Fig. 3. Since co can be found from ce by recursion on k, compu-
tational complexity only varies linearly with both the number of
messages and the number of nodes in the flow.

The solutions obtained for the example proposed in Fig. 2 (a)
and computed under different input message sets are presented in
Fig. 2 (b). Our findings concerning different metrics in relation
to parameter variation, computational complexity and optimality
are summarized in Table 2.

4.6. Capacity in Random Mobility Scenarios
Stable spatial topologies describe scenarios where the con-

centration of mobile nodes 1) is well localized geographically
and 2) remains stable in time. Many synthetic mobilities, such

Table 2: Summary of different metrics
Metric k sk complexity optimality

cv fixed variable intractable optimal
ce fixed fixed low suboptimal (s-o)
co variable fixed medium s-o improved

as random waypoint or random walk, show such characteristics
with connectivity being higher in centrally located zones, and
significantly lower at the periphery. Another typical but more
realistic example found in the literature concerns the movements
of taxis in a city [25]. Taxis move mainly around points of in-
terests (airports, railway stations, hotels) thus providing stable
concentrations of nodes.

In a mobile scenario providing stable spatial topology, the
connectivity between two (stationary) points of interest remains
stable in time, while the nodes providing this connectivity are
different every time, although they are statistically indistinguish-
able. Because delivery graphs depend essentially on node con-
nectivity, different delivery graphs obtained at different points
in time will be consistent in both the number of vertices and of
edges linking them [25]. However, delivery vertices will corre-
spond each time to different nodes in receiving and sending state.
While delivery graphs may be statistically equivalent in terms of
connectivity, underlying nodes may differ in terms of available
resources. This result is useful because it allows us to isolate
the effect of resources on capacity and to estimate capacity for
random unpredictable mobility.

We have previously shown how achievable capacity between
two nodes can be deterministically computed for different in-
put message sets, considering however a known (or repeatable)
mobility model. In this subsection we would like to compute
the lower and upper bounds on achievable capacity between
stationary sources and destinations in scenarios providing sta-
ble spatial topologies and random unpredictable mobility for
custodian nodes. In order to capture the random unpredictable
mobility for custodian nodes, let us imagine a set of n runs,
capturing n random movements of the custodian nodes, by
injecting the same number k of d-messages each time. The
number of messages sent k is chosen such that every mes-
sage arrives at destination within latency target T on every run:
max(ti, j) 6 T ,∀ j ∈ [1, ..., k],∀i ∈ [1, ..., n]. That is, the d-
messages arriving after T are discarded and k is computed only
from d-messages received in time.

Let us consider two random variables, Ce being the achievable
capacity under the Equi-Sized Message Set hypothesis and Cv

being the achievable capacity under the Variable-Sized Message
Set hypothesis. Distributions of Ce and Cv cannot be determined
analytically, but the destination node can compute their empirical
distribution function, computed from n realizations of different
mobilities. More interestingly, regardless of our hypothesis con-
cerning message quantization, the value of achievable capacity
will be bounded between:

• a lower bound γp, derived from Ce, such that
Pr{Ce > γp} = p and,

• a higher bound δp, derived from Cv, such that
Pr{Cv 6 δp} = p
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Figure 4: Different regions (Achievable, Unachievable, UNknown) defined by
capacity bounds

We note that γp and δp are defined here in relation to the popu-
lation quantile of order p of unknown random variables Ce and
Cv. Figure 4 depicts these lower and upper bounds and reveals
three regions delimited by γp and δp as follows:

A (Achievable): a region where capacity remains achievable un-
der lenient conditions. Those conditions refer to the Equi-Sized
Message Set, a simplified hypothesis that yields suboptimal
results but is easy to compute and to deploy in practical settings.

U (Unachievable): a region where capacity is (mathematically)
unachievable even under the most favorable circumstances.

N (UNknown): a region where capacity may or may not be
achievable depending on how message quantization is per-
formed.

From a systems engineering point of view the conclusions can
be summarized as follows: A is a safe zone, U should be avoided
at all costs, while N requires careful message quantization and
potential reordering of messages at queue nodes.

4.7. Distribution-Free Confidence Interval for Quantiles

Both γp and δp were previously defined as p-quantiles de-
rived from some unknown distributions. Since we know only
an n-sized sample of this distribution it would be useful to set p
such that we can guarantee that Pr{Ce>γp}>q and Pr{Cv6δp}>q
where q is the confidence level. In what follows we propose con-
ditions of guaranteeing those inequalities using order statistics
theory [29]. We also discuss mechanisms to derive distribution-
free confidence intervals for quantiles, using a method suggested
by Liu et al. in [30].

Let {x1, ..., xn} be a vector of size n sampling a continuous
random variable X with a cumulative distribution function F. Let
x(1), x(2), ..., x(n) be the order statistic derived from this sample,
such that x(1)6x(2)6...6x(n). Let ξp be the population quantile
of order p, i.e. FX(ξp) = Pr{X6ξp} = p. Given the integers r, s
such that 16r<s6n, we have, as shown in [29]:

Pr{x(r)<ξp<x(s)} =

s−1∑
k=r

(
n
k

)
pk(1 − p)n−k (4)

Note also that the equation above has assumed no particular
form for F, and is, in that sense, a distribution-free property.
Moreover, as shown in [30], if we only want to compute the
confidence intervals related to the largest order statistic x(n) we
obtain:

Pr{x(n)>ξp} = 1 − Pr{x(n)6ξp}

= 1 − Pr{all the n samples6ξp}

= 1 − pn

Therefore:
Pr{x(n)>ξp} > q⇔ 1 − pn > q (5)

When X is discrete, the equation FX(x)=p does not have a
unique solution. For the discrete case, it is shown in [30] that
Equation (5) becomes:

1 − pn > q⇒ Pr{x(n)>ξp} > q (5′)

Equation (5′) can be directly applied in order to find the
confidence interval related to the largest (or the smallest) order
statistic from the sample. More generally, Equation (4) can be
also adapted for discrete random variables3 and then used for
determining the confidence interval but it is difficult to exploit
in practice. For a more practical approach, tables for confidence
intervals for the median have been published by MacKinnon
[31]. In what follows we shall provide two examples on how to
derive p from n and q such that we can guarantee Pr{X>ξp}>q
without knowing X but only its sample of length n:

Example 1: For a sample of n=100 and a confidence level of
q=0.95 we can find out in [31] that the median ξ0.5 (p=0.5) will
fall between r=40 and s=61. This means that we are at least
95% confident that 50% of the population will be higher or equal
to x(40) and lower or equal to x(61).

Example 2: For a sample of n=100 and a confidence level
q=0.99 we deduce from Equation (5′) that p=0.955. This means
that we are at least 99% confident that 95.5% of the population
will be below the largest order statistic x(100). By symmetry
we can also state that we are 99% confident that 95.5% of the
population will be above the smallest order statistic x(1).

These results allow us to propose guaranteed levels of capacity
(lower and upper bounds) based on a confidence level and a
number of samples. In our case, guaranteed bounds for γp and δp

will be calculated based on ce and cv observations, respectively.
The simulation results presented in Section 5 make use of these
two examples.

4.8. Transmitting Results Back to Source
As capacity is computed at the destination node, we still need

to find out how and how often the computed capacity can be sent

3A detailed discussion is provided in [29] pages 159–161
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back to the source. If we consider exclusively intermittently-
connected networks, a mechanism similar to return receipts can
be used, as proposed in RFC5050 [27]. Since we assume bursty
transmissions of k messages, the estimated capacity needs to be
transmitted only after the k-th message arrived. Moreover, in
random mobility networks, n realizations are required in order
to compute one capacity value. Therefore, the network overhead
for sending results back to the source node can be considered
negligible, especially when k and n increase.

5. Simulation Results

We have implemented the mechanisms proposed in Section
4 in the ONE simulator [32]. While ce and co can be easily
computed with an extension of ONE, we used LPSolve [33]
to solve the integer linear programming equation required to
compute cv. If mobility is known in advance (or corresponds to
a strictly periodic scenario), calculating capacities under differ-
ent message input sets becomes deterministic, therefore results
will serve to validate the implementation. However, the mecha-
nism becomes more useful when applied in more realistic cases:
we show here that capacity can be efficiently estimated, with
usable accuracy, in scenarios with random mobility under the
stable spatial topology assumption using the proposed evaluation
framework.

5.1. Simulation Bed Description

In this work we considered two mobility scenarios: the first
based on a synthetic model, the second based on real-life traces.
In both cases we chose stationary nodes for source and desti-
nation and mobile custodian nodes in order to reproduce stable
spatial topology between ns and nd. This choice is consistent
with our assumptions explained in section 4. Details of the mo-
bility model and of the related scenario are depicted in Fig. 5
and described hereafter:
RMS Random mobility set: In a 1×1 km2 square playground

there are 100 mobile nodes in random waypoint and two station-
ary nodes ns located at (0.333, 0.333) and nd at (0.666, 0.666)
respectively. Mobile nodes are moving at a speed of 1 m/s. Every
node has a radio interface with a 10 m range, considered to be
the usual range over Bluetooth. While our overall approach has

src

dst

1
 k

m

1 km

ns

nd

(0.333,0.333)

(0.666,0.666)

(0,0)

+ 100 mobile nodes (RWP)

(a) Synthetic mobility scenario

1
7
 k
m

8.5 km

nd

ns

+ 100 taxis (traces)

(b) San Francisco scenario

Fig. 1: Computing and validating for Epidemic and SprayAndWait in 3 different setupsFigure 5: Two mobility scenarios considered in our simulations

Table 3: Description of simulation settings
ID Resource Distribution
HO homogeneous: each of the 100 custodians has 1GB

buffer
HE heterogeneous, 3 node types: 33 custodians fitted

with 0.2GB, 34 with 1GB and 33 with 1.8GB buffer
MF same as HE, but in a multi-flow environment. Every

2 minutes a 1MB message is sent from a random
source to a random destination

taken into account several types of resources, this simulation sce-
nario considers only buffer space constraints: while both ns and
nd are provided with unrestricted amounts of buffer space, the
100 custodians are only provided with limited amounts thereof.
Energy and bandwidth are unrestricted in this scenario.
SFT San Francisco taxi traces: This scenario is based on

openly available datasets for taxi traces [17]. The original dataset
provides spherical GPS coordinates (Longitude, Latitude) of
536 taxis over approximately 23 days (from 17 May to 10 June,
2008). However, not all those taxis were active over the whole
period. Therefore, from this dataset we selected the 100 most
active taxis with available updates over the whole period, and
extracted their mobility over 20 consecutive full days (starting
with 18 May, 2008 at 00:00 local time, local timezone being
GMT-7H). The transformation from spherical coordinates to
planar values was done using the Spherical Law of Cosines
[34]. The stationary nodes are located as follows: source ns at
San Francisco public library (37.781569,-122.416449) for the
destination nd at San Francisco international airport (37.615489,-
122.391772). Every node has a radio interface with a 100 m
range considered to be standard IEEE 802.11n range in outdoor.
Unlike the previous scenario, the resource model includes band-
width limitation. Data transfer rate4 has been considered here
to be 100Mbps, a rate that can be achieved in practical settings
between mobile nodes using the currently available 802.11n
standard as shown by Pefkianakis et al. in [35]. However, en-
ergy is not considered here, considering that taxis have enough
energy for running the wireless system.
For both RMS and SFT we have considered a homogeneous
and a heterogeneous resource distribution as well as single or
multiple flows competing for resources. Comparison is made
over three different settings, as described in Table 3. This con-
cerns only buffer space because bandwidth is heterogeneous by
nature depending on meeting time (which ultimately depends on
mobility) even when fixed data transfer rates are used.

5.2. Lower Bound Capacity Estimation with Guarantees

In this section we would like to investigate the proposed frame-
work operating under an RMS scenario. Under this assumption
messages are delivered using two simple store-carry-forward pro-
tocols: Epidemic [20] and SprayAndWait [19] (with a maximum
message spread number of L=12, here denoted SAW12). For
each setup described in Table 3 we injected k=50 d-messages at

4Data transfer rate, or goodput, is defined here as the effective throughput by
excluding protocol overheads.
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Figure 4: Computing and validating γ for Epidemic and SAW12 in 3 different settings

radio interface with a 10 m range (standard Bluetooth
radio-range) and the 100 mobile nodes are moving at a
speed of 1 m/s. While our overall approach has taken
into account several types of resources, this simulation
scenario considers only buffer space constraints: while
both ns and nd are provided with unrestricted amounts
of buffer space, the 100 custodians are only provided
with limited amounts thereof. Energy and bandwidth
are considered unrestricted. Comparison is made over
three different settings, as described in Table ??.

Messages are delivered using two simple store-carry-
forward protocols: Epidemic [?] and SprayAndWait
[?] (with a maximum number of copies L=12, denoted
SAW12). For each setup we injected k=50 d-messages
at ns and, using the algorithm presented in Section ??,
we computed the ce between ns and nd over n=100
realizations, while changing the initial position of the
100 mobile nodes and their random waypoint paths every
time. We show the empirical quantile function of Ce for
different settings in Fig. ?? (a) for Epidemic and (c) for

SAW12 and we set γ as the minimum observed value of
ce (and which corresponds to an estimated p=0.99).

To validate the results, we compare (I) the delay re-
quired to send k d-messages with (II) the delay required
to send an equi-sized set of k messages with a total size
of 0.5×γ, 1×γ, 2×γ, etc. Moreover, we use disjointed
sets of initial node positions and random waypoint paths
for (I) and (II) to show that our scheme does not re-
quire exact knowledge of the meeting schedule. (I) is
depicted by the leftmost data set (grey-filled boxplots)
while (II) is represented by the subsequent data sets
(white-filled boxplots) in Fig. ?? (b) and (d) for Epi-
demic and SAW12, respectively. We can see that, as
long as the total data size does not exceed γ, normal
load delay (II) is statistically close to the target delay
(I), despite different meeting schedules (since different
mobility settings are used). After γ is exceeded, delay
distributions start to diverge (immediately for HO or
HE and after a few γ multiples for MF), suggesting that
the target delay can no longer be guaranteed when we

Figure 6: Computing and confirming guaranteed lower bound on capacity (γ) for Epidemic and SAW12 in 3 different setups considering RMS (γ correspond to
p=0.955 and q=0.99)

ns and, using the algorithm presented in Section 4, we computed
the ce between ns and nd over n=100 realizations, while chang-
ing the initial position of the 100 mobile nodes and their random
walk paths every time. We set γ as the minimum observed value
of ce (the first order statistic ce(1)), and show the empirical distri-
bution of ce in Fig. 6 (a) for Epidemic and Fig. 6 (c) for SAW12,
respectively. We are also interested in formulating guarantees
with respect to the achievable capacity in random scenarios. Ac-
cording to Example 2 in Section 4.7 for the confidence interval
in an n=100-sized sample we can be q=99% confident that more
than p=95.5% of the Ce population will be higher than or equal
to the first order statistic ce(1).

To confirm the results of the capacity estimation, we compare
(I) the delay required to send k d-messages with (II) the delay
required to send an equi-sized set of k messages with a total size
of 0.5×γ, 1×γ, 2×γ, etc. Moreover, we use disjointed sets of
initial node positions and random waypoint paths for (I) and (II)
to show that our scheme does not require exact knowledge of the
meeting schedule. (I) is depicted by the leftmost data set (grey-
filled boxplots) while (II) is represented by the subsequent data
sets (white-filled boxplots) in Fig. 6 (b) and (d) for Epidemic

and SAW12, respectively.
We note that the small circles outside the whiskers in Fig. 6 (b)

and (d) are outliers, more specifically values exceeding 1.5 times
the inter-quartile range. These outliers show that the delivery
delay distribution is positively skewed and presenting a heavy
tail. From the Fig. 6 (a) and (c) we can also note that γ varies
more widely for SAW12 than for Epidemic. Since the epidemic
protocol is unselective it will almost surely select as a custodian
the node with the weakest resources possible. As a consequence,
the capacity is, in the vast majority of cases, determined by
the resources available at this weakest node. It results a very
narrow spread for γ for the epidemic protocol. On the opposite
the custodian selection of SAW12 is fussier. In some cases it
may select only custodians with highest resource availability, in
other cases only custodians with weakest resources, resulting in
a wider spread for γ.

We can see that, as long as the total data size does not exceed
γ, normal load delay (II) is statistically close to the target delay
(I), despite different meeting schedules (since different mobility
settings are used). After γ is exceeded, delay distributions start
to diverge (immediately for HO or HE and after a few γ multi-
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ples for MF), suggesting that the target delay can no longer be
guaranteed when we go over γ. Since we have used the same
mobility setting for constructing all datasets in (II), we can con-
clude that the set of journeys changes as some of the original
custodians use up their buffers.

We defined γ as a lower bound on achievable capacity (ex-
pected to hold for p=0.955 of the population given a confidence
level of q=0.99); this bound is tighter if γ is closer to the ob-
served achievable capacity. Observed achievable capacity is the
point where (I) and (II) start to diverge (determined here using
Kolmogorov-Smirnov tests, a method that will be described in
the next section). In Fig. 6 the observed achievable capacity is
marked by a small black arrow while γ is marked by a small grey
arrow. We note that the bound becomes tighter as ce variance
decreases. Fig. 6 also shows that the proposed solution can be
applied when multiple flows compete for the same resources
(MF) as well as when resources are unevenly distributed (HE,
MF). While in both homogeneous (HO) and heterogeneous (HE)
settings the average amount of buffer space is the same (in both
cases averaging 1GB per node), calculated capacity is signifi-
cantly lower and the delay experienced is significantly higher in
the HE cases. Considering a fixed store-carry-forward protocol,
γ bounds for capacity are tighter in the following order: MF,
HE, HO since both uncertainty about other flows and resource
heterogeneity decrease in the same order. To conclude, in this
section we have shown that our proposed estimation method pro-
vides a guaranteed level of capacity which holds for any studied
case, including multi-flow environment, different store-carry-
forward protocols, homogeneous or heterogeneous distribution
of resources.

5.3. Quantifying Statistical Closeness for Delay

In the previous section we have seen that delays remain quite
constant, for as long as γ is not exceeded, despite node mobility
and meeting schedules. However, going beyond visual similari-
ties revealed in Fig. 6, let us now analytically quantify to what
extent the following datasets are statistically close:

F Delivery delay when sending k=50 d-messages (whose
values are plotted in Fig. 6 as grey-filled boxplots), and,

G Delivery delay when sending k=50 messages equi-sized at
γ/k (whose values are indicated by small grey arrows in Fig. 6).

Let us assume that the first dataset comes from an unknown
distribution with the cumulative distribution function (c.d.f.)
F(T ) and the second dataset from another unknown distribution
with c.d.f. G(T ).

All datasets present heavy tails, a positive skewness, and
they are obviously not normally distributed. In order to assess
their statistical closeness we use the two-sample Kolmogorov-
Smirnov test (KS-test) basically quantifying the distance be-
tween the cumulative distribution of two data sets. As the KS-
test is non-parametric, it does not assume that data are sampled
from any particular distribution. In our case we only access
two datasets each of size n=100 and we want to assess if both
datasets come from the same distribution. Namely we want to
test H0 : F = G versus H1 : F , G

Let F(T ) and G(T ) be the empirical c.d.f.-s corresponding
to F(T ) and G(T ), respectively. The KS-test defines a distance
D that quantifies the degree of statistical closeness. When plot-
ted graphically, D is shown by the greatest vertical distance
between the two empirical c.d.f.-s. We have plotted in Fig. 7
the computed distance D for the scenario under consideration in
Section 5.2. As long as γ is not exhausted and mobility is kept
unchanged, both empirical c.d.f.-s are identical for HE and HO.
This equality can also be confirmed based on Fig. 6, therefore
we only show one plot for both HO&HE. However, in case of
MF, the computed D is different (and, as expected, higher than in
single-flow environments) since delivery graphs and implicitly
delays are influenced significantly by the randomness of other
competing flows.

In order to accept or reject the null hypothesis we have to
compare the computed D with the critical Dc. Dc can be com-
puted given the number of samples (in our case n1=n2=100) and
α being the significance level. For an α = 0.01 we can compute
a Dc = 0.2304 using coefficients from the literature [36]. Since
D < Dc for any case under consideration, we accept the null
hypothesis.

Two-sample KS-tests can also be used to determine the point
in Fig. 6 where (I) and (II) start to diverge. This point corre-
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Figure 8: Achievable capacity lower and upper bounds in SFT settings (γ and δ correspond to p=0.5 and q=0.95)

sponds to the capacity effectively achieved from ns to nd and
it is indicated by a small black arrow in that figure. In Table 4
we show the values of D computed for different multiples of γ.
Observed achievable capacity (within the same delay as F(T ))
will be somewhere between the last test passed and the first test
failed.

Table 4: KS-test for detecting observed achievable capacity
ID Last test passed First test failed

(D<Dc=0.2304) (D>Dc=0.2304)

Epidemic
HO D=0.09 for 1×γ D=0.93 for 2×γ
HE D=0.09 for 1×γ D=0.38 for 2×γ
MF D=0.08 for 20×γ D=0.24 for 100×γ

SAW12
HO D=0.18 for 2×γ D=0.74 for 3×γ
HE D=0.17 for 2×γ D=0.41 for 3×γ
MF D=0.16 for 20×γ D=0.30 for 30×γ

While a more exact value of observed achievable capacity
can be found by testing more values of ×γ, our coarse-grained
estimation still sheds some light on the accuracy of γ. The
accuracy appears to be quite usable for HO and HE cases but
less so for MF cases. However, we should recall that for these
results we have set γ as the minimum observed value of ce within
the n samples, which is, of course, extremely pessimistic. In
the next section we shall investigate accuracy considering the
median instead of one of the most pessimistic values under the
MF case.

5.4. Achievable Capacity with Guarantees in Realistic Settings

In this section we try to confirm both lower and upper bounds
on capacity in a realistic model using real-life traces. Nodes were
moving according to the San Francisco taxi traces, described
under SFT in the simulation bed description in Section 5.1.
Multiple flows and uneven buffer space were considered as
described under MF in Table 3. Spray and wait (SAW12) was
used as a store-carry-forward protocol. The methodology used
corresponds to the following three steps:

Preparation: Mobility traces of 100 taxis were split by days,
which resulted in 20 days of data traces (from 00:00 to 23:59
local time).
Calculation: In the first half of the period (from day 1 to day
10) we injected k=22 d-messages at the source, each day at
06:00 local time. We also varied the load by using 10 different
sets of messages flowing between random sources and random
destinations. This allowed the destination node to compute 100
values for ce and cv (10 days × 10 different message loads). Both
γ and δ were calculated, corresponding to the median values of
ce and cv (p=0.5), for each even integer k between 2 and 22. The
confidence intervals of γ and δ were calculated corresponding
to a confidence level of q=95% as in Example 1 in Section 4.7.
Validation: We used the second half of the period (from day
11 to day 20) and 10 different message loads (also a total of
100 measurements) to confirm the results. The quantity of data
injected corresponded to γ and δ while messages were equi-
sized. We injected the messages not only at 6:00 but also at
00:00 and at 14:00 and checked whether the delays obtained
were within the confidence interval.

Fig. 8 depicts the relationship between the number of equi-
sized messages k, the delay T and the computed lower and upper
bounds on achievable capacity, as calculated by the destination
node. These three plots hold the information the source node
(or, to formulate more broadly, a network engineer) would need
to know about the achievable capacity between those 2 nodes.
Fig. 8 (a) shows that for the scenario under consideration maxi-
mum capacity is achieved for a k between 14 and 16, depending
on the maximum delay imposed. Confidence intervals are also
depicted in Fig. 8 (a), not only for γ but also for the delay T . In
all three plots shown under Fig. 8, confidence intervals for T
are shown in pink while values for γ are shown in grey. Fig. 8
(a) also reveals that the confidence interval for T is much larger
than the confidence interval for γ.

In Fig. 8 (b) we show all the variables already present in Fig. 8
(a) to which we add the upper bound for capacity δ. Moreover,
we inter-connected γ and δ values for different values of k such
that we can easily distinguish the 3 regions: A, N and U, that
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have been introduced earlier in Section 4.6. We also plot here
the smoothed values for T and its confidence interval. In order
to check the accuracy of the computed bounds on capacity we
would like to verify that: 1) γ is achieved within the confidence
interval for T , and 2) δ is achieved only above the confidence
interval for T . The confidence interval for T is [6200, 10755]
seconds while γ=0.12GB and δ=0.17GB, all corresponding to a
number of k=14 messages. Recall that the calculation has been
made while injecting d-messages at 6:00 every day. Because we
expect taxi mobility to be different depending on the time of the
day, we also expect capacity between given two nodes to vary
according to the time of the day. We expect to achieve accuracy
for capacity bounds corresponding to messages injected at 6:00
but cannot say much about other times of the day.

Validation results are shown in Fig. 8 (c) where message
injections correspond to 6:00, 14:00 and 00:00. We notice that γ
is achieved within the confidence interval for T and δ is achieved
only outside the interval - but only for the case when messages
are injected at 6:00. For the other cases, capacity is either
too pessimistic (at 14:00 achievable capacity is higher than at
6:00) or too optimistic (at 00:00 achievable capacity is lower
than at 6:00). These results are in line with other studies [23]
showing the existence of a working day periodic pattern in urban
scenarios.

Measurement mechanisms usually have to trade accuracy over
cost effectiveness. First, we recall that the proposal shown in this
paper has negligible cost associated, as the calculation can be
done either by 1) with very small messages or 2) by piggyback-
ing application data. In both cases capacity estimation is done
with practically no consumption of nodes’ available storage, en-
ergy and bandwidth. Second, the accuracy of the measurement
will increase while cumulating number of runs, but the speed of
convergence is function of the scenario itself (mobility scenario,
type of DTN protocol used). From an engineering perspective, it
is acceptable to compute accurate capacity estimation only after
some rounds of measurements. In this paper reasonable number
of runs (100) was proven to be enough for accurate capacity
estimation under realistic simulation conditions.

To conclude, in this section we have shown that our proposed
estimation method provides an accurate lower bound and upper
bound of end-to-end capacity between node pairs in random
mobility settings. As expected, nodes will also need to repeat
the calculation step at different times of the day, in order to
predict capacity accurately in realistic urban scenarios.

6. Conclusion and Future Work

In this paper we have proposed a resource-aware framework
for estimating achievable capacity between two nodes that may
not be connected by any contemporary routes. Unlike in fully
connected networks, capacity estimation is particularly challeng-
ing in these circumstances, since we can assume neither timely
feedback nor reliable signalling. Instead of relying on separate
signalling, the proposed framework relies on piggybacking data
transmissions to build the delivery graph and to harvest resource
information on the way. Capacity can then be computed under
different assumptions for message size considering known or

repeatable mobility. The condition for optimizing is that energy,
bandwidth and buffer space depletion is avoided for all nodes on
the delivery graph. Since different types of resources participate
in this optimization, the framework corresponds to a holistic
approach.

The framework proposed is fully decentralized, with capacity
calculation taking place at every destination node. It takes into
account single or multiple flows while also considering actual
node resources with all their heterogeneity. While the results
of the calculation can be immediately implemented in networks
where mobility is known (or periodic, as in the case of public
transportation systems or deep-space communications), we have
shown that they can also be applied in networks with random
mobility. A probabilistic approach was used to compute lower
and upper bounds on achievable capacity. Lower bound denotes
capacity that can be achieved under lenient conditions, such as
equi-sized messages and original protocol queue management.
Upper bound denotes capacity that can be achieved only under
optimal message quantization and optimal queue management.
In fact, it is mathematically impossible to achieve capacity be-
yond this value. In practice, however, a systems engineer would
aim at keeping the amount of data injected under the lower
bound of achievable capacity. We have shown that lower bound
capacity acts as a guaranteed level, also for the random mobility
case, when a confidence coefficient is imposed and a reasonable
sized sample is accessed.

Using simulations we have shown that capacity can be accu-
rately calculated using single and multiple flows and different
node resource availability levels. Synthetic mobilities as well
as real traces in urban scenario mobility were used to support
our claims. The urban scenario revealed that capacity varies
depending on the time of the day, since mobility also varies
accordingly.

The framework we have proposed gives systems engi-
neers control and guarantees over how much data a given
intermittently-connected network can carry between two nodes.
Based upon the data obtained by applying this framework, in-
sightful decisions can be made for instance by setting simple yet
effective admission control policies.

Future work will include attempts to adapt the proposed ca-
pacity estimation method when some nodes are connected to a
separate, more reactive network (i.e.: a cellular network). The
more reactive network can potentially allow nodes to propagate
decisions more rapidly, therefore allowing new perspectives for
a joint optimization between those networks.
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